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Abstract—Accurate and reliable object and color detection is
essential for success in Botball. With lighting being one of the
most important factors involved in object and color detection,
achieving reliable detection under varying conditions has long
been a challenge for traditional methods. This paper explores
the differences between classical computer vision and artificial
intelligence-based computer vision for autonomous robotic object
detection, with the aim of evaluating the strengths and weaknesses
of both approaches to image processing by carrying out two
Botball-relevant benchmarks using OpenCV and the YOLO26n
on the KIPR Wombat and NVIDIA Jetson Nano. The paper
also examines the steps taken to implement both vision systems,
offering insight into the complex world of robotics vision.

Index Terms—Computer Vision, Object and Color Detection,
OpenCYV, YOLO26n, Botball

I. INTRODUCTION

Computer vision (CV) is a crucial component of a success-
ful robot in the context of the Botball robotics competition. It
enables computers to process and interpret images and objects
using either classical computer vision based on linear algebra
and statistics, or Al-based computer vision based on neural
networks.

In this paper, the authors compare the differences between
the two CV approaches by integrating both classical and Al
computer vision into the KIPR Wombat, a KIPR-developed
robot controller used in the Botball tournament. Subsequently,
an Nvidia Jetson Nano[8] single board computer (SBC) was
added to compare the performance between the two controllers
running Al. On the software side of things, the authors use
OpenCV[15], an open-source software library for traditional
computer vision, and the YOLO26n[20], the nano version of
the state of the art real time object detection model called
YOLO26, short for ”You Only Look Once”, designed to
deliver high accuracy, even on resource constrained hardware.

Ultimately, the goal is to evaluate the use of Al on low-end
hardware, measuring it against traditional methods.

II. UNDERSTANDING CV

Computer Vision is a field that enables machines to interpret
and understand visual information from images and videos by
extracting data from the visual input using algorithms[18]. In
the following sections, the authors will explain the way each
CV works and how they process images and detect objects
and colors.

A. Classical Computer Vision

Traditional computer vision is a rule-based approach to
image processing. Instead of deep learning, mathematical
algorithms and techniques are used to analyze images to detect
objects, edges, shapes, colors and features [21]. This method
of CV does not use layers like convolutional neural networks
(CNNs) do. Instead, it uses, a sequence of image processing
steps where each step transforms the image for better detection
called a pipeline. A typical pipeline consists of the following
six steps[21]:

1) Image acquisition

2) Preprocessing (applying filters to reduce noise)

3) Feature extraction (edge detection, color thresholding)

4) Feature analysis (size, position measurement)

5) Classification (type of object)

6) Output
No learning is involved; each step has to be programmed
manually.

B. AI Computer Vision

Al computer vision, also known as data-driven computer
vision[4], is a subfield of artificial intelligence and machine
learning. This type of CV enables machines to recognize and
process images similar to how humans do. The four crucial
steps in training a successful object detection Al are as follows.

1) Data Collection: Among the most important factors in
an Al is the data it receives[1]. The quality of the trained Al
will depend on the quality of the input images.

2) Data Preprocessing: After acquiring the raw data, usu-
ally consisting of images in all different formats and sizes, it is
necessary to now standardize those photographs into a uniform
format and resolution, since an Al model expects consistent
input[1]. The data set is usually split into three parts: a training
set (70-80%) that the model learns from, a validation set (10-
15%) that is used to fine-tune the Al during training and a test
set (10-15%) used to evaluate the final performance.

3) Model Training: A pre-trained CNN model is usually
chosen. Common examples include MobileNet[7], trained on
the ImageNet dataset[9] for mobile and edge devices, and
YOLO, a real-time object detection model trained on the
COCO dataset[10], which the authors use throughout this
project. A CNN consists of multiple layers, and each layer



has a specific job. The convolutional layers extract features
like edges, shapes and patterns. Pooling layers reduce the
data size and focus on important features. The flatten layer
converts the multi-dimensional data into a one-dimensional
vector. Fully connected layers combine all extracted features
to generate predictions, and the output layer produces the final
result, which in the authors’ case will be the detection result.
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Fig. 1: CNN architecture featuring convolutional, pooling and
fully connected layers for object detection. Source: [2].

4) Evaluation: The test set is fed into the algorithm and,
depending on the use of the Al, various methods exist for
calculating the correctness of its predictions. For classification,
the percentage of correct predictions might be calculated, or
for object detection, the mean Average Precision (mAP) is
commonly used.

III. METHODOLOGY

The following four Botball competition game pieces were
chosen to compare the two types of computer vision with
benchmarks relevant for Botball, each representing a different
property, like shape, size and color (Figure 2).
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Fig. 2: Four game-pieces used for benchmarking. From left to
right: red cube, blue cube, small green cube, small green pom
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1) Collecting Data: The pictures were taken with a custom
made camera mount (Figure 3), in order to get real-world-like
data, just like the ones that would be taken during a Botball
competition. The image taking rig consists of the Logitech
C170, a webcam that supports a resolution of 640 by 480
pixels and it is also the webcam that is going to be used when
comparing the two vision types, since it is the camera used in
Botball competitions. A Raspberry Pi 3B+ is used, which runs
a program on it, that captures a picture and labels the image
according to the object, the amount of pictures taken already
and the target’s color. A breadboard is also used with a button

Fig. 3: Logitech C170 webcam mounted on a custom made
camera rig with a Raspberry Pi 3B+ on the back with a
breadboard connected to it, and a power bank on the bottom.

on it that, when pressed, triggers the image taking code to
run on the Raspberry Pi, all connected with wires from the
breadboard, to its GPIO pins.

2) Annotating: To make the process of drawing the bound-
ing boxes of the different objects more efficient, Roboflow, an
end to end computer vision platform was used for annotating
the images[19].

3) Preprocessing: The images were resized with a center
crop and a resolution of 640 by 480 pixels.

4) Data split: In total, 1975 images out of 2000 were
usable:

« red cube: 495 images

« blue cube: 495 images

o small green cube: 493 images

o small green pom: 492 images
A 70/15/15 split was used for training, testing and validation.

5) Augmentation: For every image reserved for Al training,
five additional images with different filters were created to
artificially expand the size of the data set, resulting in 6910
images for training in total. It is a crucial step to expand the
diversity of images input into the Al, without having to create
new images, as a result, improving the real world performance
of the object detection model[11]. The exact augmentation
settings used in this project are as follows:

« Flip: Horizontal, Vertical

o Rotation: Between -15° and +15°

o Exposure: Between -8% and +8%

e Blur: Up to 1.8px

o Camera Gain: Variance: 0.05

6) Model Training: The Google Colab online IDE[3] with
free tier resources was used to train the object detection Al
in the cloud with the T4 GPU. The Al was trained with 30
epochs and a batch size of 16, resulting in a training time of
1 hour and 13 minutes in total.

7) Evaluation: To detect how well the Al performs, the
mean Average Precision (mAP) is calculated[12], a metric
that measures the accuracy of a model by summarizing the
precision-recall curve of a trained model. For calculation, the
following equation is used:

1 N
mAP = ﬁZ;APi



N represents the number of classes in the dataset and i
indicates the index of the classes. During 30 epochs of training,
the trained model achieved a best mAP50-95 of 0.94 (Figure
4).
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Fig. 4: mAP during model training per epoch

8) Output: An object detection Al, such as the YOLO
model trained in this work, usually output the processed
images with their corresponding bounding boxes, along with
the class labels and confidence scores[20].

B. Classical CV

1) Image Acquisition: OpenCV is used to continuously
capture the frames from the camera in the BGR color space.

2) Preprocessing: For noise reduction, the Gaussian blur
filter with a five by five pixel kernel is applied to smooth out
the images. Applying this filter will make the color difference
between neighboring pixels smaller, making image detection
more stable. The color space is converted from BGR to HSV
for accurate color detection.[15][21]

3) Feature Extraction: A white mask is created for the
objects detected within the color ranges; two separate color
ranges were used for red, as it repeats in the hsv’s cylindrical-
coordinate color space[21].

4) Post-Processing: The morphology open filter is used to
remove white noise from the background with a three by three
pixel kernel, subsequently using the morphology close filter
to close small gaps in masks with the three by three pixel
kernel[16].

5) Classification: The authors’ program looks at the size,
color and solidity of the object detected. By these parameters,
the objects get classified to their corresponding labels. Given
that the color difference between the small green cube and
the small green pom is negligible, no separate color values
were created for each object. The code instead calculates the
circularity of the detected object, which if above a certain
threshold, classifies as a pom.

6) Output: The pipeline’s output consists of the bounding
boxes of the detected objects, the corresponding labels of these
game-pieces and each object’s solidity.

IV. RESULTS

To evaluate the raw performance of both controllers without
optimization, the trained model was exported in the Tensor-
Flow Lite framework[6] at 32-bit floating point precision for

Fig. 5: Robot equipped with a KIPR Wombat on the base, an
NVIDIA Jetson Nano on the back and a USB camera tilted
90° to the left.

the Raspberry Pi 3B+. The ONNX runtime[14] was used
for the NVIDIA Jetson Nano, due to the lack of native
support for TensorRT in YOLO26 [20]. To test the strengths
and weaknesses of both computer visions, two benchmarks
were chosen, both of which measure different Botball-relevant
statistics. All Al detections were evaluated using a confidence
threshold of 0.25 and an IoU threshold of 0.50, the default
thresholds of the YOLO model. For the benchmarks, the
following hardware setup was used (Figure 5).

A. Detection Accuracy Based on Distance

To measure the accuracy of the different visions in a static
position while not driving, four tests were run, one for each
of the objects, which were placed in front of the camera with
distances ranging from 10 to 200 centimeters. To better assess
the strengths and weaknesses of both types of vision, this
test was performed under three different lighting conditions
(Figure 6).

1) Classical CV: The steps of developing a classical com-
puter vision pipeline involve setting a fixed color-value range.
When lighting conditions change, so do the color-values of an
object. This, as a result, renders the classical CV unreliable
when used in environments different from where the values
were calibrated. The difference in reliability can be observed
greatly when comparing Figure 6b with Figure 6¢c. With a
classical rule based approach to object detection, differentiat-
ing between objects that share a lot of attributes in common
is quite challenging, which is why the green pom was falsely
detected a considerable amount of times (Figure 6).

2) AI CV: Due to the photographs of the AI dataset
being taken in different places and under different lighting
conditions, the scores remained much more consistent, even
when the lighting conditions wholly changed, such as in
Figure 6b to Figure 6¢. The Al computer vision proves to be
more reliable in this benchmark, showing that after training,



the model is applicable in different environments, whereas
the classical approach requires manual calibration for every
condition. Classical CV also showed constant false positives
when trying to detect the small green pom, often mistaking
it for a small green cube (Figure 6). This shows that with a
rule-based approach, differentiating between objects that share
many of the same properties is quite challenging.
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Fig. 6: Accuracy across distances under different conditions

B. Detection Accuracy when driving

Given that the robot does not remain stationary throughout
the competition, the accuracy of Al and classical CV was

tested with driving speeds spanning from 10% to 100%. To
benchmark not only the frame rate, but also the performance
of each vision type when blur and camera shake appear, all
four game-pieces were placed 25 centimeters away from the
camera and 25 centimeters away from the robot’s front, with
a two-centimeter spacing in between each object. To evaluate
the importance of frames per second in the context of robotics,
especially in a competition, the previously introduced NVIDIA
Jetson Nano was added to compare its Al performance to that
of the KIPR Wombat. The test was run three times. For each
speed, the calculated average was recorded for each object.
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Fig. 7: Accuracy based on different speeds



FPS Rates by Vision Type and Hardware
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Fig. 8: FPS rates of different vision types and hardware

1) Frame rate: Even though the KIPR Wombat and the
NVIDIA Jetson Nano ran the same Al and were both tested
with the same camera, same motor speeds and under the same
conditions, the detection-accuracy differs greatly. This is due
to the fact that the KIPR Wombat ran the AI model with
very low FPS (Figure 8). As a result, certain frames were
not captured, that happened to have certain game-pieces on
them. Although the NVIDIA Jetson Nano’s frame rate was
also very low, its average was still double that of the KIPR
Wombats.

V. CONCLUSION

As demonstrated throughout the paper, there is no uni-
versal answer to which computer vision is superior, as it
greatly depends on the application. Even though rule-based
computer vision is heavily dependent on the conditions of
the environment and is more difficult to tune accurately,
it still remains the practical choice on resource-constrained
hardware and in places where Al usage is restricted, like in
the Botball competition or when time is constrained. On the
other hand, Al computer vision excels everywhere else. It is
more reliable, more accurate and more flexible, as it needs
no manual calibration when conditions change. For future
work, trained models could be optimized with quantization
using TensorRT[13] or INT8[17], or hardware acceleration
using the Google Coral USB Accelerator[5] to further improve
the performance of the Al models on low-end hardware for
deployment readiness.
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