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Abstract—Interest in LLM agents has increased quickly be-
cause modern models can reason over multi-step tasks, call tools,
edit files, and maintain task state. At the same time, multi-
agent systems are often presented as a default upgrade over
single-agent pipelines, although the practical trade-off is less
clear. This paper presents a compact empirical comparison of
single-agent and fixed multi-agent execution across heterogeneous
task types: bug fixing, multi-file coding, CSV analysis, document
question answering, web research, and email-style workflow
tasks. We implement a reproducible CLI benchmark with isolated
workspaces, run-level tracing, and aggregated measurements for
review score, latency, token usage, and estimated cost. Across the
manually evaluated benchmark subset, the single-agent baseline
outperforms the tested multi-agent pipeline on every task family
while also remaining cheaper and faster. The results suggest that
multi-agent orchestration is not a universal improvement; it ap-
pears most justified when tasks genuinely require decomposition,
role specialization, or explicit cross-checking rather than merely
allowing them.

Index Terms—LILM agents, multi-agent systems, benchmark-
ing, tool use, orchestration

I. INTRODUCTION

LLM-based agents are now discussed far beyond pure text
generation because recent systems combine reasoning, tool
use, planning, memory, and iterative execution. Foundational
work on tool-augmented and action-oriented prompting, such
as ReAct and Toolformer, helped establish the shift from static
prompting toward interactive systems that can call external
tools and update their plans during execution [1, 2]. More
recent surveys describe agentic LLMs and LL.M-based multi-
agent systems as a rapidly expanding research area with
applications in software engineering, web tasks, simulation,
and collaborative problem solving [3-5].

However, the current discourse often treats multi-agent as
an automatically stronger design. In practice, that assumption
is unstable. Multiple agents may improve decomposition,
specialization, and mutual verification, but they also add
more messages, more tool calls, more coordination logic, and
more opportunities for intermediate drift. Anthropic’s recent
engineering guidance argues that many successful production
systems are built from simple, composable patterns rather than
unnecessarily complex agent structures [7]. This creates the
central question of this paper: when does a multi-agent archi-
tecture actually outperform a strong single-agent baseline?

Our working position is intentionally narrow. We do not
treat multi-agent systems as a replacement for single-agent
designs, but as a separate design space that may be valuable
for specific task structures. This is especially relevant today
because “LLM with tools” and “agent” are often operationally
close: many practical agents are minimal loops over planning,
tool use, and state updates. Recent discussion around the
lightweight Pi runtime used inside OpenClaw illustrates this
minimalistic tendency, where a small agentic core can still
support capable real-world workflows [13, 14].

At the same time, there remains a practical gap between
architectural promise and deployment guidance. Developers
often need a simpler answer: should a given task use a single
strong agent, a fixed multi-agent pipeline, or a routing policy
that chooses between them? This paper addresses that applied
comparison directly.

II. STATE OF THE ART / LITERATURE REVIEW
A. Definitions

In this paper, a tool-using LLM is a model that can invoke
external functions or APIs during generation. A single-agent
system is one agentic loop that plans and acts across multiple
steps. A multi-agent system contains two or more agents with
explicit coordination, role separation, or message passing.
These definitions are consistent with recent agent surveys and
multi-agent reviews [3, 4, 6].

B. Prior Work

Prior work suggests that multi-agent designs are promis-
ing precisely because they can introduce role specialization,
structured interaction, and staged problem solving. Systems
such as AutoGen and MetaGPT helped establish this direc-
tion by showing how multi-agent conversation and role-based
pipelines can be used as practical programming patterns for
LLM applications [8, 9]. At the same time, survey literature
makes clear that these benefits come with persistent risks,
including coordination cost, communication overhead, insta-
bility, memory management issues, and unresolved evaluation
methodology [4-6].

This tension makes benchmark design especially important.
AgentBench argues that LLM agents should be evaluated
in interactive, multi-turn environments rather than through



static NLP-style tasks [10], while GAIA emphasizes realistic
assistant work that requires reasoning, web use, and tool
proficiency [11]. In software engineering, SWE-bench Verified
extends the same idea through human-validated repository
tasks [12]. Together, these benchmarks motivate studying not
only final quality, but also the operational cost and practical
reliability of different agent architectures under realistic exe-
cution conditions.

ITI. CONCEPT / DESIGN
A. Research Questions

To reach an understanding, three research questions formed
the foundation of our analysis and conclusions:

1) To what extent does a fixed multi-agent pipeline improve
final task quality compared to a single-agent baseline?

2) For which task characteristics is multi-agent execution
justified?

3) What is the trade-off between quality, latency, and token
cost?

B. Benchmark Design

The proposed framework is a CLI-based benchmark for
comparing three modes: router, single-agent, and multi-agent.
The router is not a separate execution model; it only predicts
whether a task should be handled by the single-agent or multi-
agent strategy so that its choices can later be compared against
observed outcomes. Each task is stored in a standardized
folder containing task.yaml, prompt .md, input/, and
evaluation/, which keeps execution conditions repro-
ducible across strategies. Figure 1 summarizes this benchmark
workflow and the router’s role relative to the two solver
strategies.
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Fig. 1. Architecture of the CLI-based benchmarking framework used in this
study. The router is classification-only; single-agent and multi-agent are the
two execution strategies.

The framework tests heterogeneous task categories chosen
to reflect common agent workloads: simple bug fixing, multi-
file software modification, CSV/data analysis, document ques-
tion answering, web research and synthesis, and workflow-
style email handling. This task mix was selected because prior

benchmarks show that agent performance can vary strongly
across environments and tool requirements [10-12].

C. Implementation and Measurement

The system is implemented in Python as a local CLI
benchmark. The benchmark harness and task artifacts are
available in the public AgentBenchmark repository [15]. It
uses the official OpenAl Python library [16] as the model
client and the OpenAl Agents SDK [17] as the orchestration
layer for single-agent and multi-agent execution. Each run is
executed in an isolated workspace and logs runtime traces, tool
calls, final outputs, estimated cost, token usage, and latency.
Repeated runs are aggregated into CSV/JSON artifacts for later
analysis and manual review.

Quality is measured through manual scoring on a 10-point
scale together with pass/fail assessment. Time is measured as
end-to-end latency per run. Resource use is captured through
token counts and estimated dollar cost. This choice follows
a practical evaluation philosophy found in recent benchmark
work: agent systems should be judged not only by task success
but also by their operational overhead and reliability under
repeated execution [10, 11].

IV. IMPLEMENTATION
A. System Variants

The single-agent configuration uses one agentic loop re-
sponsible for planning, tool invocation, and final answer gener-
ation. The multi-agent configuration uses a fixed collaborative
pipeline with role separation and handoffs between agents.
The router observes the same task input and outputs only one
label: single or multi. This allows an additional policy-
level analysis: whether routing is better than always choosing
one strategy.

B. Task Execution

For each benchmark task, the framework runs the router
once and then executes multiple runs for both solvers un-
der the same task specification. Workspaces are isolated to
avoid cross-run contamination. The system stores final out-
puts, structured metadata, and review fields for later human
assessment. This setup is intentionally minimalistic: it aims to
compare architectural overhead rather than maximize perfor-
mance through extensive task-specific tuning.

V. RESULTS / CONCLUSION
A. Main Results

Across the manually evaluated subset excluding the ex-
ploratory seventh task, the single-agent configuration consis-
tently outperformed the fixed multi-agent pipeline. Over 48
scored runs spanning six task families, single-agent achieved
a mean review score of 8.91/10 with a 100% pass rate (24/24),
while multi-agent achieved 7.90/10 with an 83.3% pass rate
(20/24). The mean estimated cost was 0.93 cents for single-
agent versus 1.9 cents for multi-agent, and the mean latency
was 41.7 seconds versus 83.7 seconds, respectively. Figure 2
summarizes the task-level means.



Benchmark snapshot:
task means by solver

Six tasks, four reviewed runs per solver.

A. Mean review score by task
Higher is better.
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B. Mean cost by task
Estimated cost per run.

single multi
CSV bugfix 0.90¢ 1.8¢
Multi-file status 0.60¢ 22¢
Data analysis 0.29¢ 0.89¢
Document QA 0.25¢ 0.61¢
Wieb researn D XD
Email triage 0.33¢ 1.4¢
C. Mean latency by task
Measured in seconds.

single multi
CSV bugfix 40.1s 88.3s
Multi-file status 29.9s 85.7s
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Document QA 15.8s 39.0s
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Email triage 20.0s T1.1s

Fig. 2. Benchmark snapshot by task means. This figure belongs to the main
cross-task comparison in Section V-A: the single-agent configuration achieves
the higher mean review score on all six task families while also remaining
cheaper and faster.

The task-level pattern is even more important than the
aggregate mean. Single-agent was the higher-scoring strategy
on all evaluated task families: CSV bugfix, multi-file sta-
tus update, data analysis, document QA, web research, and
email triage. The largest quality gap appeared in the web-
research task, where the multi-agent pipeline often drifted
into planning or review behavior rather than converging on
a direct final answer. This finding supports a recurring theme
in the literature: additional interaction can improve reasoning
in some settings, but it can also amplify error propagation and
coordination overhead when the handoff structure is not tightly
controlled [4, 7, 9].

Policy summary and router choices

Router-guided uses the router choice and includes router overhead.

A. Policy summary
Projected mean across tasks.

Score Success Cost Latency
single-only 891 100% 0.93¢ 41.7s
multi-only 79 83% 19¢ B83.7s
router-guided B8 83% 1.7¢ T75.3s
B. Router choices
Best = higher mean score,

Task Router Best OK
CEV single single Yes
Status multi single Mo
Analysis single single Yes
Doc QA multi single Mo
Web multi single No
Email multi single Mo

Fig. 3. Policy summary and router choices. This figure is discussed in the
router analysis paragraph: in this benchmark subset, always selecting the
single-agent solver outperforms the tested router-guided policy.

The router analysis is also informative. In the evaluated
policy summary, single-only achieved the best overall com-
bination of score, success rate, cost, and latency, while router-
guided remained worse than always selecting single-agent
because the router frequently preferred multi-agent on tasks
where multi-agent was not actually the better solver (Figure 3).
In other words, routing only becomes useful when the alter-
native strategy is genuinely competitive.

Run-level variability reinforces this conclusion. As shown in
Figure 4, the multi-agent pipeline does not only underperform
on average; it is also less stable across repeated executions.
This matters for deployment because a strategy with compara-
ble mean quality but higher variance may still be undesirable
when consistency and predictable cost are important.



Run-level variability by solver

Each peint is a reviewed run.

Boxes show the interquartile range across 24 runs per solver.
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Fig. 4. Run-level variability across the evaluated subset. This figure is used in
the stability discussion: even where multi-agent occasionally approaches the
single-agent score, it remains less stable and typically incurs higher latency
and cost.

B. Discussion

These results do not imply that multi-agent systems are
ineffective in general. Rather, they suggest that for small-
to-medium tasks with bounded context and a clear output
format, a strong single-agent baseline remains hard to beat.
Multi-agent execution appears most promising when the task
requires one or more of the following properties: (1) nat-
ural decomposition into semi-independent subtasks, (2) role
specialization with distinct competencies or tools, (3) explicit
adversarial checking or verification, or (4) context partitioning
that reduces overload for each agent. Without these conditions,
the extra communication steps mainly introduce cost and
latency.

The study also highlights a methodological point. Because
modern tool-using LLM loops are already quite agentic, the
practical difference between “LLM with tools” and “agent” is
often smaller than the difference between one loop and many
coordinated loops. For applied system design, this means that
the first decision is often not whether to use an agent at all,
but whether to keep the control loop centralized or distribute
it across multiple agents.

C. Practical Guideline

A concise decision rule emerging from this benchmark is:
use 2+ agents only when the task truly requires decomposition,
specialization, or structured cross-checking; otherwise start
with a single strong agent and treat multi-agent orchestration
as an optimization hypothesis to be justified empirically. This
aligns with recent engineering guidance favoring simple, com-
posable patterns before introducing additional coordination
layers [7].

Taken together, the benchmark gives direct answers to the
three research questions. For RQI, the tested fixed multi-
agent pipeline did not improve final task quality relative to
the single-agent baseline on this subset. For RQ2, multi-
agent execution appears justified mainly for tasks with clear
decomposition, specialization, or verification structure. For
RQ3, the observed trade-off was unfavorable to multi-agent
execution in this implementation: it increased latency and
token cost without producing better average outcomes.

D. Limitations and Future Work

The present results are tied to one fixed multi-agent pipeline,
one router policy, and a limited benchmark subset. They should
therefore be read as a study of this implementation, not as a
universal ranking of all single-agent and multi-agent systems.
An additional limitation is that quality is based on manual
scoring, which introduces reviewer subjectivity, especially for
open-ended outputs such as web research and workflow-style
responses. Future work should therefore include larger-scale
blinded review or multi-rater agreement checks in addition
to alternative handoff protocols, stronger reviewer/finalizer
control, adaptive routing, and tasks whose structure more
clearly demands decomposition. Broader comparison with
AgentBench, GAIA, and coding-focused benchmarks would
further strengthen external validity [10-12].
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